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The perceptron is the first model neuron that learned its weights from labelled examples. 
Rosenblatt introduced it in 1958 [3] and built it in hardware: the Mark I Perceptron had 
a 20 × 20 grid of photocells as input and motor-driven potentiometers as weights. Min-
sky and Papert’s book Perceptrons [1] proved that a single layer cannot compute XOR and 
other functions like it, and interest and funding for neural networks fell for more than a 
decade. The perceptron is small enough to run by hand, and it already does what later 
learning rules do: compare the output with the label, and change the weights in propor-
tion to the input.

The model

The neuron has one weight per input. It computes the weighted sum w⊤x of its input x, 
a dot product, and outputs its sign:

ŷ = step
(︁
w⊤x

)︁
=

{︄
+1 if w⊤x > 0,

−1 if w⊤x < 0.

Labels are coded y = +1 and y = −1, as in the lecture. The decision boundary is the set 
of inputs with w⊤x = 0. In two dimensions it is a line. This perceptron has no bias, so 
the line passes through the origin. The weight vector w is perpendicular to the line: a 
point x on the line has w⊤x = 0, which means x is at right angles to w. The weight vector 
points into the +1 side. A point exactly on the line (w⊤x = 0) gets no class and counts as a 
mistake. A bias b is added back by giving the neuron an extra input fixed at 1, with weight 
b, so that (w, b)⊤(x, 1) = w⊤x+ b, and the rule below learns b like any other weight.

The rule

Present the labelled examples one at a time. If the neuron is right (yw⊤x > 0), nothing 
changes. If it is wrong,

w ← w + η y x,

where η > 0 is the step size, the learning rate. A missed +1 example is added to w, 
and a false alarm on a −1 example is subtracted from it. The rule is often written w ←
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w+η (y− ŷ)x. With labels ±1, y− ŷ is 0 when the neuron is right and 2y when it is wrong, 
so the two forms differ only by a factor of 2 in η.

Why does this help? After the update, the weighted sum for the same example is (w +
η y x)⊤x = w⊤x+η y ∥x∥2. Since ∥x∥2 > 0, the sum moves toward the sign of the label: up 
for a +1 example, down for a −1 example. The line turns toward the missed point, and past 
it if the step is large enough. One update can push another example to the wrong side, 
which is why the examples are presented again, pass after pass, until a full pass makes no 
mistake.

Two runs by hand

Four points in the plane, A = (−3, 1) and B = (1,−2) with y = −1, C = (−1, 3) and D 
= (−2, 3) with y = +1, are presented in the order A, B, C, D on every pass, with η = 1. 
Each row of a table is one presentation: w⊤x uses the weights of the row above, and the 
last column gives the weights after the step.

Run 1: start from w = (0, 0). The first example is always a mistake, because every weighted 
sum is 0.

 Pass  Example y w⊤x ŷ  Mistake  Update  New w

 1  A (−3, 1) −1  0  none yes  subtract A (3,−1)
 1  B (1,−2) −1  5 +1 yes  subtract B (2, 1)
 1  C (−1, 3) +1  1 +1  no  – (2, 1)
 1  D (−2, 3) +1 −1 −1 yes  add D (0, 4)
 2  A (−3, 1) −1  4 +1 yes  subtract A (3, 3)
 2  B (1,−2) −1 −3 −1  no  – (3, 3)
 2  C (−1, 3) +1  6 +1  no  – (3, 3)
 2  D (−2, 3) +1  3 +1  no  – (3, 3)
 3  A (−3, 1) −1 −6 −1  no  – (3, 3)
 3  B (1,−2) −1 −3 −1  no  – (3, 3)
 3  C (−1, 3) +1  6 +1  no  – (3, 3)
 3  D (−2, 3) +1  3 +1  no  – (3, 3)

Four mistakes; pass 3 makes none, so the rule stops at w = (3, 3), the line x2 = −x1. The 
update for D in pass 1 sent A back to the wrong side, and pass 2 corrected it.

Run 2: same points, same order, start from w = (−1, 1).

 Pass  Example y w⊤x ŷ  Mistake  Update  New w

 1  A (−3, 1) −1  4 +1 yes  subtract A (2, 0)
 1  B (1,−2) −1  2 +1 yes  subtract B (1, 2)
 1  C (−1, 3) +1  5 +1  no  – (1, 2)
 1  D (−2, 3) +1  4 +1  no  – (1, 2)
 2  A (−3, 1) −1 −1 −1  no  – (1, 2)
 2  B (1,−2) −1 −3 −1  no  – (1, 2)
 2  C (−1, 3) +1  5 +1  no  – (1, 2)
 2  D (−2, 3) +1  4 +1  no  – (1, 2)

Two mistakes, and the rule stops at w = (1, 2), the line x2 = −x1/2. Both runs classify 
all four points correctly, with different lines (45◦ and 63◦ for w): the rule stops at the first 
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line that works. Which line that is depends on the starting weights and on the order of 
the examples, as in the lecture’s figure of three runs.

When the rule stops, and when it cannot

Rosenblatt [4] and Novikoff [2] proved that the rule always stops when it can. Suppose 
some line through the origin puts every example on its correct side with a gap, the mar-
gin γ: every example lies at least γ away from the line. Let R be the length ∥x∥ of the 
longest example. Then, starting from w = 0, the perceptron makes at most (R/γ)2 mis-
takes in total, whatever the order of the examples and the value of η. For the four points 
above, R = ∥D∥ =

√
13 ≈ 3.61, and the line perpendicular to (0.6, 0.8) keeps every point 

at least γ = 1 away, so the bound is 13 mistakes. Run 1 made 4, and no order of the four 
examples makes more than 5.

One neuron cannot compute XOR. XOR labels four inputs: (0, 1) and (1, 0) are +1, and 
(0, 0) and (1, 1) are −1. No line separates them, even with a bias: the two +1 points require 
w1 + b > 0 and w2 + b > 0, so w1 + w2 + 2b > 0, while the two −1 points require b ≤ 0 and 
w1 + w2 + b ≤ 0, so w1 + w2 + 2b ≤ 0. The weights then cycle forever, and the mistakes 
per pass never reach zero. Later in the lecture, two hidden units draw two lines and an 
output unit combines them; training hidden units needs backpropagation.

The delta rule: the smooth version

The perceptron’s rule is a heuristic, with no loss behind it. Widrow and Hoff [5] dropped 
the threshold and compared the label with the weighted sum z = w⊤x itself. The squared 
error ℓ = 1

2(y − z)2 is smooth, its gradient is ∂ℓ/∂w = −(y − z)x, and a step against the 
gradient is ∆w = η (y− z)x. This is the perceptron’s shape, learning rate × error × input, 
derived from a loss. The error is now graded, so every example moves the weights, by an 
amount that grows with how wrong the example is. The backpropagation notes apply the 
same shape, error × activity, to every weight of a network with hidden layers.
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